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1 Topic/Goals

Automatic, Large-Scale, Ontology Based Information Extraction (OBIE).
The purpose of this research visit was to discuss the general area of automatic,

large-scale OBIE, an endeavour which both the NLP group at the University of
Sheffield and DERI Galway are involved in. Human Language Technology in gen-
eral, and Information Extraction more specifically, can provide the missing link
between the natural language of the existing ”eye-ball” web, and the emerging
Semantic Web (SW). While conventional Information Extraction (IE) is well un-
derstood, the SW requires a more advanced kind of IE — it must scale to the size
of the web, and it must be able to process documents with respect to the ontologies
that form the basis of the SW.

A further ”side effect” will be to learn about the current research activities at
the NLP group in Sheffield, particularly within the areas of machine learning and
OBIE, and to identify possible links for further joint research.

2 Background

IE for the SW faces some challenges that yet have to be solved. (i) Taking into
account the sheer size of the web, IE has to be enabled to work on a much larger
scale, and (ii) in order to generate true SW-conformant data, as well as to be able
to access and use such data, we need to move from traditional, flat Information Ex-
traction to Ontology Based Information Extraction, which we can also call semantic
annotation.

Computational scalability can be achieved by utilizing distributed architectures,
thus allowing to scale a system to the required power simply by adding more ma-
chines. This strategy has been used by Google to provide web-scale crawling and
indexing. Annotation for the SW involves two key factors which have to brought up
to web-scale: (a) the annotation or IE process as such, and (b) storage of the result-
ing annotations and extracted metadata. In the Semantic Web Annotator (SWAN)
project, which is a cooperation between DERI, the University of Sheffield and On-
totext, we have tackled the first annotation part of the problem by implementing
a fully distributed architecture, in which each new machine can handle a subset of
the incoming documents. However, the storage aspect of the problem is still open.

With respect to evolving from flat to Ontology Based Information Extraction,
a number of steps have to be taken. The current software (in particular the GATE
platform developed in Sheffield) has to be enabled to handle and make use of on-
tologies. This includes implementing APIs and providing graphical tools to aid the
manual ontology based annotation of training and test corpora for OBIE. While
this has already been partly achieved, a lot is still missing (e.g. OWL support in
the ontology API, annotation of relations in the graphical tools, annotation tem-
plates). Also, OBIE requires the development of domain-specific ontologies (e.g.

1



for domains such as general international news, soccer, particle physics, etc.), as
well as corresponding training and test corpora in order to develop and evaluate
the actual Information Extraction components.

3 Activities

During the research visit, a number of activities have taken place. To tackle to stor-
age aspect of scalability, meetings were held to discuss the possible use of the RDF
store YARS, developed at DERI. YARS uses a distributed architecture, thus provid-
ing greater scalability than monolithic systems such as Sesame, which is currently
used in SWAN. On the other hand, YARS operates purely on the RDF-level, and
doesn’t provide any support for higher level semantics such as RDF/S or OWL. A
possible solution would be to use YARS as the low-level storage architecture within
Sesame, thus gaining higher scalability through a distributed architecture and at
the same time keeping the support for high-level semantics which Sesame offers.

Furthermore, work on OWL support within GATE has been initiated. The ex-
isting ontology API will be extended and augmented by a Jena2-based implementa-
tion, as well as an extensive test suite. Backwards-compatibility will be preserved,
to guarantee continued functioning of existing GATE-based software.

Any kind of IE performs best when tailored to a specific domain. To this end
work was started on the integration of the domain of soccer into SWAN. This in-
volves the definition of a domain ontology for soccer, the selection of a suitable
corpus, manual annotation of that corpus and finally the developmnent of domain-
specific OBIE components. Domain ontology and selection of the corpus was fin-
ished in Sheffield. The remaining stages will be performed as follow-up activities.
Once the work on this domain has been concluded, we will sum up the experiences
to compile a list of best practices (what kind of ontology is suitable, organization
of the annotation process, what kind of IE method, etc).

Finallly, technical paper summarizing the work performed wihin the SWAN
project was produced and submitted to ISWC2005 in Galway, Ireland.
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